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Abstract

KERNELC is a non-trivial subset of the C language (including memory allocation and pointer arithmetic), which is used to
exemplify several runtime analysis capabilities of K definitions, as well as concurrency power and easiness in defining and
exploring relaxed memory models.

Research based on KERNELC

KERNELC originated in the study of memory safety for C and first presented in the following paper:

Grigore Roşu, Wolfram Schulte, and Traian-Florin Şerbănuţă: Runtime Verification of C Memory Safety.

Runtime Verification (RV’09), Lecture Notes in Computer Science 5779: 132–151. 2009

Since then it has been expanded and used for expressing and verifing concurrency features and anomalies for both sequentially-
consistent and relaxed memory models, as detailed in Chapter 5 of:

Traian-Florin Şerbănuţă: A Rewriting Approach to Concurrent Programming Language Design and Semantics

PhD Thesis, University of Illinois, December 2010

MODULE KERNELC-SYNTAX
IMPORTS K-LATEX+PL-ID+PL-INT

KERNELC syntax

This module specifies the syntax of KERNELC. The syntax has been kept as close to the C syntax as possible to allow a
resonably large class of C programs to be parsed and executed with the KERNELC definition. Nevertheless, the syntax is quite
small, covering only 33 constructs of the C language.

Arithmetic expresions

SYNTAX Exp ::= Exp + Exp [strict]
| DeclId
| Id
| Int
| Exp - Exp [strict]
| Exp ++
| Exp == Exp [strict]
| Exp != Exp [strict]
| Exp <= Exp [strict]
| Exp < Exp [strict]
| Exp % Exp [strict]

Logical operations

SYNTAX Exp ::= ! Exp
| Exp && Exp
| Exp ? Exp : Exp
| Exp || Exp

Input/Output

For simplicity we syntactically restrict the printf and scanf to have only one, identifiable, argument. As the & operator is
not part of the language, we opt for two versions of scanf, first for reading (local) variables and the other for reading into heap.

SYNTAX Exp ::= printf("%d;", Exp ) [strict]
| scanf("%d",& Exp )
| scanf("%d", Exp ) [strict]

Memory allocation and addressing

Again, for simplicity we spell out a fixed syntax for malloc, using the size of integers as a multiplication factor and the result to
a integer pointer.

SYNTAX Exp ::= NULL
| PointerId
| (int*)malloc( Exp *sizeof(int)) [strict]
| free( Exp ) [strict]
| * Exp [strict]
| Exp [ Exp ]

Assignment

We have Exp in the left side to allow both assigning to variables and heap locations.

SYNTAX Exp ::= Exp = Exp [strict(2)]

Function invocation

SYNTAX Exp ::= Id ( List{Exp} ) [strict(2)]
| Id ()

Random

SYNTAX Exp ::= random()
| srandom( Exp ) [strict]

Statements

SYNTAX Stmt ::= Exp ; [strict]
| {}
| { StmtList }
| if( Exp ) Stmt
| if( Exp ) Stmt else Stmt [strict(1)]
| while( Exp ) Stmt
| return Exp ; [strict]

Function declaration

SYNTAX Stmt ::= DeclId List{DeclId} { StmtList }

#include pragmas

This is abusing the C syntax to allow splitting programs into fragments (statement lists) which are then included one in another.

SYNTAX Stmt ::= #include< StmtList >
SYNTAX StmtList ::= StmtList StmtList

| Stmt
SYNTAX Pgm ::= StmtList
SYNTAX Id ::= main
SYNTAX PointerId ::= * PointerId [ditto]

| Id
SYNTAX DeclId ::= int Exp

| void PointerId
SYNTAX StmtList ::= stdio.h

| stdlib.h

The above constants are introduced so that KERNELC accepts a subset of the C programs.

SYNTAX List{Bottom} ::= List{Bottom} , List{Bottom} [assoc hybrid id: () strict]
| ()
| Bottom

SYNTAX List{PointerId} ::= List{PointerId} , List{PointerId} [ditto]
| List{Bottom}
| PointerId

SYNTAX List{DeclId} ::= List{DeclId} , List{DeclId} [ditto]
| DeclId
| List{Bottom}

SYNTAX List{Exp} ::= List{Exp} , List{Exp} [ditto]
| Exp
| List{DeclId}
| List{PointerId}

END MODULE

MODULE KERNELC-THREADS-SYNTAX
IMPORTS K-LATEX
IMPORTS KERNELC-SYNTAX

Extending the syntax with threads

The basic syntax of KERNELC is extended with some multi-threading primitives like thread creation, lock-synchronization, and
thread-join. Since threas are not part of C we can afford more creativity here and we chose for spawn to be applied on the call
of a function, with the intuition that the arguments of the function are evaluated in the current thread, then the function call is
executed in a newly spawned thread.

SYNTAX Exp ::= acquire( Exp ) [strict]
| spawn Exp
| release( Exp ) [strict]
| join( Exp ) [strict]

END MODULE

MODULE KERNELC-DESUGARED-SYNTAX
IMPORTS K-LATEX
IMPORTS KERNELC-SYNTAX

Desugaring

Expressing some constructs in terms of others to reduce the amount of constructs to which semantics needs to be given.

MACRO ! E = E ? 0 : 1

MACRO E1 && E2 = E1 ? E2 : 0

MACRO E1 || E2 = E1 ? 1 : E2

MACRO if( E ) St = if( E ) St else {}

MACRO NULL = 0

MACRO I () = I ( () )

MACRO int * PointerId = int PointerId

MACRO #include< Stmts > = Stmts

MACRO E1 [ E2 ] = * E1 + E2

MACRO scanf("%d",& * E ) = scanf("%d", E )

MACRO int * PointerId = E = int PointerId = E

MACRO int X = E ; = int X ; X = E ;

MACRO stdio.h = {}

MACRO stdlib.h = {}

END MODULE

MODULE KERNELC-SEMANTICS
IMPORTS K-SHARED
IMPORTS K+KERNELC-DESUGARED-SYNTAX+PL-CONVERSION+PL-RANDOM

KERNELC semantics

This module describes the basic configuration and semantics for the KERNELC language. The semantics contains 30 semantic
rules and 16 translation macros.

Configuration

The basic configuration for KERNELC contains a computation cell k, an environment cell mapping (local) variables to values,
a function stack cell for saving the control context upon calling a function, input and output cells, a memory cell mapping
location (represented as naturals) to values (integers), a ptr cell for maintaining information about memory blocks allocation
sizes, a counter for generating fresh locations and integers, and a rand cell to help in the random number generation process.

CONFIGURATION:

•

k

•

env

•

funs

•

fstack

•

in

“”
out

•

mem

•

ptr

0

next

0

rand

T ?

“”
result ?

Operations on local variables

Local variables in KERNELC are restricted. They cannot be shared, cannot be addressed, and therefore reside in a separate
space called the environment.

Since their behavior does not depand on the interaction of threads, accesses to them are considered structural when analyzing
thread interactions.

RULE X
V

k

X �→ V
env

RULE X ++

I

k

X �→ I
I +Int 1

env

RULE X = V
V

k

X �→ –
V

env

Arithmentic expressions

RULE I1 + I2 � I1 +Int I2

RULE I1 - I2 � I1 −Int I2

RULE I1 % I2 � I1 %Int I2 when I2 !=Int 0

RULE I1 <= I2 � Bool2Int ( I1 ≤Int I2 )

RULE I1 < I2 � Bool2Int ( I1 <Int I2 )

RULE I1 == I2 � Bool2Int ( I1 ==Int I2 )

RULE I1 != I2 � Bool2Int ( I1 !=Int I2 )

RULE _?_:_ � if(_)_else_

Conditional and loop

RULE if( I ) – else St � St when I ==Int 0

RULE if( I ) St else – � St when ¬Bool I ==Int 0

RULE while( E ) St
if( E ) { St while( E ) St } else {}

k

Input/Output

These are proper rules as order interaction with the input/output channels is important for thread interaction.

We chose here to desugar scanf into an assignment to allow potential interleavings between the action of reading from the
input buffer and that of writing into memory.

RULE printf("%d;", I )

void

k

S

S +String Int2String ( I ) +String “;”

out

RULE scanf("%d", N )

* N = I

k

I
•

in

RULE scanf("%d",& X )

X = I

k

I
•

in

basic statements

RULE V ; � •

RULE { Sts } � Sts

RULE {} � •

RULE St Sts � St � Sts

Function declaration and function call

RULE int X Xl { Sts }
•

k

•

X �→ int X Xl { Sts }

funs

RULE void X
int X

Xl { Sts
Sts return void ;

}

SYNTAX ListItem ::= Id # Map # K

RULE





X ( Vl ) � K
Sts

k

Env
eraseKLabel ( int_ , Xl ) �→ Vl

env

X �→ int X Xl { Sts }
funs

•

X # Env # K

fstack





CONTEXT: int – = �

RULE int X
void

k

•

X �→ undef

env

RULE return V ; � –
V

k

RULE V � •

K

k

–
Env

env

– # Env # K
•

fstack

RULE random()

randomRandom ( N � )

k

N �

N � +Nat 1

rand

RULE srandom( I )

void

k

CONTEXT: * � = –

CONTEXT: * � ++

SYNTAX Val ::= Int
| void

SYNTAX Exp ::= Val
SYNTAX K ::= List{DeclId}

| List{Exp}
| List{PointerId}
| Pgm
| StmtList
| String
| restore( Map )
| undef

SYNTAX KResult ::= List{Val}

Auxiliary functions

SYNTAX List{K} ::= Nat .. Nat
RULE N1 .. N1 � •

RULE N1 .. sNat N � N ,, N1 .. N

SYNTAX List{Val} ::= List{Val} , List{Val} [ditto]
| Val

SYNTAX List{Exp} ::= List{Val}
END MODULE

MODULE KERNELC-SIMPLE-MALLOC
IMPORTS K
IMPORTS KERNELC-SEMANTICS

A simple memory allocator

The rules below define a very simple memory allocation mechanism, which basically allocates memory in order, starting with
the location following the last allocated location. Since the memory is not reused, the purpose of defining free is to detect
accesses to non-allocated/previously allocated memory.

RULE





(int*)malloc( N *sizeof(int))

N �

k

•

N � �→ N

ptr

•

N � .. N +Nat N � �→ undef

mem

N �

N +Int N �

next





RULE free( N )

void

k

N �→ N �

•

ptr

Mem
Mem [⊥ / N .. N +Nat N � ]

mem

END MODULE

MODULE KERNELC-CONSISTENT-MEMORY
IMPORTS K
IMPORTS KERNELC-SEMANTICS

Sequentially consistent memory access

The rules below specify atomic access to memory, for all three operations: read, write, and increment.

RULE * N

V

k

N �→ V
mem

RULE * N ++

I

k

N �→ I

I +Int 1

mem

RULE * N = V

V

k

N �→ –
V

mem

END MODULE

MODULE KERNELC-CONSISTENT-THREADS
IMPORTS K-SHARED
IMPORTS K
IMPORTS KERNELC-THREADS-SYNTAX
IMPORTS KERNELC-CONSISTENT-MEMORY+KERNELC-SEMANTICS

Basic semantics for threads

For executing multithreaded programs, the configuration must be updated to group computation, local variables and call stack
in a thread cell, which is identified by an id. Multiple threads are grouped in a threads cell. Additionally, the ids of all
completed threads are gathered in the cthreads cell.

CONFIGURATION:

•

k

•

env

•

fstack

0

id

thread *

threads

•

locks

•

cthreads

•

funs

•

in

“”
out

•

mem

•

ptr

1

next

0

rand

T ?

“”
result ?

Locks

A lock is acquired if not already acquired by any thread. Note that we don’t model here re-entrant locks.

RULE acquire( N )

void

k

T
id

Locks •

N �→ T

locks

when ¬Bool N in keys Locks

RULE release( N )

void

k

T
id

N �→ T
•

locks

Spawn

The semantics of spawn is the one mentioned in the thread syntax. We first have a context for evaluating the arguments of the
function call (without callng the function, then we delegate the function call to a new thread.

CONTEXT: spawn – ( � )

RULE spawn X ( Vl )

T

k

T

T +Int 1

next

•

X ( Vl )
k

T
id

thread

Thread end and join

Upon completion a thread registers its id in the set of completed threads, which is used as a signal to join.

RULE V
k

•

fstack

T
id

thread

•

•

T

cthreads

RULE join( T )

0

k

T
cthreads

END MODULE

MODULE KERNELC
IMPORTS K-SHARED
IMPORTS K
IMPORTS KERNELC-CONSISTENT-THREADS+KERNELC-PROGRAMS+KERNELC-SIMPLE-MALLOC+KERNELC-SYNTAX

Putting everything together

Running a program identified by its name, maybe with an input list

SYNTAX Bag ::= run( KLabel )
| run( KLabel , List{K} )

Update the initial configuration by loading it in the <k> cell and then calling main. Put the list of inputs in the <in> cell.

RULE run( L ) � run( L , • )

RULE run( L , Il ) � L ( • ) � main ()

k

List Il
in

T

Rule for extracting the output once all threads have completed

RULE •

threads

S
out

T

� S
result

END MODULE
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MODULE KERNELC-SYNTAX
IMPORTS K-LATEX+PL-ID+PL-INT

KERNELC syntax

This module specifies the syntax of KERNELC. The syntax has been kept as close to the C syntax as possible to allow a
resonably large class of C programs to be parsed and executed with the KERNELC definition. Nevertheless, the syntax is quite
small, covering only 33 constructs of the C language.

Arithmetic expresions

SYNTAX Exp ::= Exp + Exp [strict]
| DeclId
| Id
| Int
| Exp - Exp [strict]
| Exp ++
| Exp == Exp [strict]
| Exp != Exp [strict]
| Exp <= Exp [strict]
| Exp < Exp [strict]
| Exp % Exp [strict]

Logical operations

SYNTAX Exp ::= ! Exp
| Exp && Exp
| Exp ? Exp : Exp
| Exp || Exp

Input/Output

For simplicity we syntactically restrict the printf and scanf to have only one, identifiable, argument. As the & operator is
not part of the language, we opt for two versions of scanf, first for reading (local) variables and the other for reading into heap.

SYNTAX Exp ::= printf("%d;", Exp ) [strict]
| scanf("%d",& Exp )
| scanf("%d", Exp ) [strict]

Memory allocation and addressing

Again, for simplicity we spell out a fixed syntax for malloc, using the size of integers as a multiplication factor and the result to
a integer pointer.

SYNTAX Exp ::= NULL
| PointerId
| (int*)malloc( Exp *sizeof(int)) [strict]
| free( Exp ) [strict]
| * Exp [strict]
| Exp [ Exp ]

Assignment

We have Exp in the left side to allow both assigning to variables and heap locations.

SYNTAX Exp ::= Exp = Exp [strict(2)]

Function invocation

SYNTAX Exp ::= Id ( List{Exp} ) [strict(2)]
| Id ()

Random

SYNTAX Exp ::= random()
| srandom( Exp ) [strict]

Statements

SYNTAX Stmt ::= Exp ; [strict]
| {}
| { StmtList }
| if( Exp ) Stmt
| if( Exp ) Stmt else Stmt [strict(1)]
| while( Exp ) Stmt
| return Exp ; [strict]

Function declaration

SYNTAX Stmt ::= DeclId List{DeclId} { StmtList }

#include pragmas

This is abusing the C syntax to allow splitting programs into fragments (statement lists) which are then included one in another.

SYNTAX Stmt ::= #include< StmtList >
SYNTAX StmtList ::= StmtList StmtList

| Stmt
SYNTAX Pgm ::= StmtList
SYNTAX Id ::= main
SYNTAX PointerId ::= * PointerId [ditto]

| Id
SYNTAX DeclId ::= int Exp

| void PointerId
SYNTAX StmtList ::= stdio.h

| stdlib.h

The above constants are introduced so that KERNELC accepts a subset of the C programs.

SYNTAX List{Bottom} ::= List{Bottom} , List{Bottom} [assoc hybrid id: () strict]
| ()
| Bottom

SYNTAX List{PointerId} ::= List{PointerId} , List{PointerId} [ditto]
| List{Bottom}
| PointerId

SYNTAX List{DeclId} ::= List{DeclId} , List{DeclId} [ditto]
| DeclId
| List{Bottom}

SYNTAX List{Exp} ::= List{Exp} , List{Exp} [ditto]
| Exp
| List{DeclId}
| List{PointerId}

END MODULE

MODULE KERNELC-THREADS-SYNTAX
IMPORTS K-LATEX
IMPORTS KERNELC-SYNTAX

Extending the syntax with threads

The basic syntax of KERNELC is extended with some multi-threading primitives like thread creation, lock-synchronization, and
thread-join. Since threas are not part of C we can afford more creativity here and we chose for spawn to be applied on the call
of a function, with the intuition that the arguments of the function are evaluated in the current thread, then the function call is
executed in a newly spawned thread.

SYNTAX Exp ::= acquire( Exp ) [strict]
| spawn Exp
| release( Exp ) [strict]
| join( Exp ) [strict]

END MODULE

MODULE KERNELC-DESUGARED-SYNTAX
IMPORTS K-LATEX
IMPORTS KERNELC-SYNTAX

Desugaring

Expressing some constructs in terms of others to reduce the amount of constructs to which semantics needs to be given.

MACRO ! E = E ? 0 : 1

MACRO E1 && E2 = E1 ? E2 : 0

MACRO E1 || E2 = E1 ? 1 : E2

MACRO if( E ) St = if( E ) St else {}

MACRO NULL = 0

MACRO I () = I ( () )

MACRO int * PointerId = int PointerId

MACRO #include< Stmts > = Stmts

MACRO E1 [ E2 ] = * E1 + E2

MACRO scanf("%d",& * E ) = scanf("%d", E )

MACRO int * PointerId = E = int PointerId = E

MACRO int X = E ; = int X ; X = E ;

MACRO stdio.h = {}

MACRO stdlib.h = {}

END MODULE

MODULE KERNELC-SEMANTICS
IMPORTS K-SHARED
IMPORTS K+KERNELC-DESUGARED-SYNTAX+PL-CONVERSION+PL-RANDOM

KERNELC semantics

This module describes the basic configuration and semantics for the KERNELC language. The semantics contains 30 semantic
rules and 16 translation macros.

Configuration

The basic configuration for KERNELC contains a computation cell k, an environment cell mapping (local) variables to values,
a function stack cell for saving the control context upon calling a function, input and output cells, a memory cell mapping
location (represented as naturals) to values (integers), a ptr cell for maintaining information about memory blocks allocation
sizes, a counter for generating fresh locations and integers, and a rand cell to help in the random number generation process.

CONFIGURATION:

•

k

•

env

•

funs

•

fstack

•

in

“”
out

•

mem

•

ptr

0

next

0

rand

T ?

“”
result ?

Operations on local variables

Local variables in KERNELC are restricted. They cannot be shared, cannot be addressed, and therefore reside in a separate
space called the environment.

Since their behavior does not depand on the interaction of threads, accesses to them are considered structural when analyzing
thread interactions.

RULE X
V

k

X �→ V
env

RULE X ++

I

k

X �→ I
I +Int 1

env

RULE X = V
V

k

X �→ –
V

env

Arithmentic expressions

RULE I1 + I2 � I1 +Int I2

RULE I1 - I2 � I1 −Int I2

RULE I1 % I2 � I1 %Int I2 when I2 !=Int 0

RULE I1 <= I2 � Bool2Int ( I1 ≤Int I2 )

RULE I1 < I2 � Bool2Int ( I1 <Int I2 )

RULE I1 == I2 � Bool2Int ( I1 ==Int I2 )

RULE I1 != I2 � Bool2Int ( I1 !=Int I2 )

RULE _?_:_ � if(_)_else_

Conditional and loop

RULE if( I ) – else St � St when I ==Int 0

RULE if( I ) St else – � St when ¬Bool I ==Int 0

RULE while( E ) St
if( E ) { St while( E ) St } else {}

k

Input/Output

These are proper rules as order interaction with the input/output channels is important for thread interaction.

We chose here to desugar scanf into an assignment to allow potential interleavings between the action of reading from the
input buffer and that of writing into memory.

RULE printf("%d;", I )

void

k

S

S +String Int2String ( I ) +String “;”

out

RULE scanf("%d", N )

* N = I

k

I
•

in

RULE scanf("%d",& X )

X = I

k

I
•

in

basic statements

RULE V ; � •

RULE { Sts } � Sts

RULE {} � •

RULE St Sts � St � Sts

Function declaration and function call

RULE int X Xl { Sts }
•

k

•

X �→ int X Xl { Sts }

funs

RULE void X
int X

Xl { Sts
Sts return void ;

}

SYNTAX ListItem ::= Id # Map # K

RULE





X ( Vl ) � K
Sts

k

Env
eraseKLabel ( int_ , Xl ) �→ Vl

env

X �→ int X Xl { Sts }
funs

•

X # Env # K

fstack





CONTEXT: int – = �

RULE int X
void

k

•

X �→ undef

env

RULE return V ; � –
V

k

RULE V � •

K

k

–
Env

env

– # Env # K
•

fstack

RULE random()

randomRandom ( N � )

k

N �

N � +Nat 1

rand

RULE srandom( I )

void

k

CONTEXT: * � = –

CONTEXT: * � ++

SYNTAX Val ::= Int
| void

SYNTAX Exp ::= Val
SYNTAX K ::= List{DeclId}

| List{Exp}
| List{PointerId}
| Pgm
| StmtList
| String
| restore( Map )
| undef

SYNTAX KResult ::= List{Val}

Auxiliary functions

SYNTAX List{K} ::= Nat .. Nat
RULE N1 .. N1 � •

RULE N1 .. sNat N � N ,, N1 .. N

SYNTAX List{Val} ::= List{Val} , List{Val} [ditto]
| Val

SYNTAX List{Exp} ::= List{Val}
END MODULE

MODULE KERNELC-SIMPLE-MALLOC
IMPORTS K
IMPORTS KERNELC-SEMANTICS

A simple memory allocator

The rules below define a very simple memory allocation mechanism, which basically allocates memory in order, starting with
the location following the last allocated location. Since the memory is not reused, the purpose of defining free is to detect
accesses to non-allocated/previously allocated memory.

RULE





(int*)malloc( N *sizeof(int))

N �

k

•

N � �→ N

ptr

•

N � .. N +Nat N � �→ undef

mem

N �

N +Int N �

next





RULE free( N )

void

k

N �→ N �

•

ptr

Mem
Mem [⊥ / N .. N +Nat N � ]

mem

END MODULE

MODULE KERNELC-CONSISTENT-MEMORY
IMPORTS K
IMPORTS KERNELC-SEMANTICS

Sequentially consistent memory access

The rules below specify atomic access to memory, for all three operations: read, write, and increment.

RULE * N

V

k

N �→ V
mem

RULE * N ++

I

k

N �→ I

I +Int 1

mem

RULE * N = V

V

k

N �→ –
V

mem

END MODULE

MODULE KERNELC-CONSISTENT-THREADS
IMPORTS K-SHARED
IMPORTS K
IMPORTS KERNELC-THREADS-SYNTAX
IMPORTS KERNELC-CONSISTENT-MEMORY+KERNELC-SEMANTICS

Basic semantics for threads

For executing multithreaded programs, the configuration must be updated to group computation, local variables and call stack
in a thread cell, which is identified by an id. Multiple threads are grouped in a threads cell. Additionally, the ids of all
completed threads are gathered in the cthreads cell.
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Locks

A lock is acquired if not already acquired by any thread. Note that we don’t model here re-entrant locks.

RULE acquire( N )

void
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T
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Locks •

N �→ T

locks

when ¬Bool N in keys Locks

RULE release( N )

void
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T
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N �→ T
•

locks

Spawn

The semantics of spawn is the one mentioned in the thread syntax. We first have a context for evaluating the arguments of the
function call (without callng the function, then we delegate the function call to a new thread.

CONTEXT: spawn – ( � )

RULE spawn X ( Vl )
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Thread end and join

Upon completion a thread registers its id in the set of completed threads, which is used as a signal to join.

RULE V
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RULE join( T )
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END MODULE

MODULE KERNELC
IMPORTS K-SHARED
IMPORTS K
IMPORTS KERNELC-CONSISTENT-THREADS+KERNELC-PROGRAMS+KERNELC-SIMPLE-MALLOC+KERNELC-SYNTAX

Putting everything together

Running a program identified by its name, maybe with an input list

SYNTAX Bag ::= run( KLabel )
| run( KLabel , List{K} )

Update the initial configuration by loading it in the <k> cell and then calling main. Put the list of inputs in the <in> cell.

RULE run( L ) � run( L , • )

RULE run( L , Il ) � L ( • ) � main ()

k

List Il
in

T

Rule for extracting the output once all threads have completed

RULE •

threads

S
out

T

� S
result

END MODULE

Using	
  standard	
  I/O	
  
Fla0ening	
  a	
  tree	
  into	
  a	
  list	
  

List	
  manipula7ng	
  func7ons	
  

Stack	
  inspec7on	
  

Par7al	
  Correctness	
  

•  We	
  have	
  two	
  rewrite	
  rela7ons	
  on	
  configura7ons	
  
→	
  	
  given	
  by	
  the	
  language	
  opera7onal	
  seman7cs;	
  safe	
  

→	
  	
  given	
  by	
  specifica7ons;	
  unsafe,	
  has	
  to	
  be	
  proved	
  
•  Idea	
  (simplified	
  for	
  determinis7c	
  languages):	
  
–  Pick	
  leJ	
  →	
  right.	
  Show	
  that	
  always	
  leJ	
  →	
  (→	
  ∪	
  →)*	
  right	
  
modulo	
  matching	
  logic	
  reasoning	
  (between	
  rewrite	
  steps)	
  

	
  
•  Theorem	
  (soundness):	
  
–  If	
  leJ	
  →	
  right	
  and	
  “config	
  matches	
  leJ”	
  such	
  that	
  config	
  
has	
  a	
  normal	
  form	
  for	
  →,	
  then	
  “nf(config)	
  matches	
  right”	
  

Matching	
  Logic	
  =	
  Opera7onal	
  Seman7cs	
  +	
  FOL	
  

•  A	
  logic	
  for	
  reasoning	
  about	
  configura7ons	
  
•  Formulae	
  
– FOL	
  over	
  configura7ons,	
  called	
  pa0erns	
  
– Configura7ons	
  are	
  allowed	
  to	
  contain	
  variables	
  

•  Models	
  
– Ground	
  configura7ons	
  

•  Sa7sfac7on	
  
– Matching	
  for	
  configura7ons,	
  plus	
  FOL	
  for	
  the	
  rest	
  

Examples	
  of	
  Pa0erns	
  

•  x	
  points	
  to	
  sequence	
  A,	
  and	
  the	
  reversed	
  sequence	
  
A	
  has	
  been	
  output	
  

	
  
	
  

•  untrusted()can	
  only	
  be	
  called	
  from	
  trusted() 

•  Read/Write	
  datarace	
  (simplified)	
  
	
  
	
  

	
  


